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Abstract: Many times, routing of signal nets in the layout 
design of VLSI circuits turns out to be a bottleneck in 
designing complex chips, due to the inherent 
compute-intensive nature of this task. Parallel processing 
of the routing problem holds promise for mitigating this 
situation. In this context, we present a parallel channel 
routing algorithm that is targetted to run on loosely 
coupled computers like hypercubes. The proposed parallel 
algorithm employs simulated annealing technique for 
achieving near-optimum solutions. For efficient 
execution, attempts have been made to reduce the 
communication overheads by restricting broadcast of 
updates only to cases of interprocessor net transfers. 
Performance evaluation studies on the algorithm show 
promising results. 
Index Terms: Parallel Algorithms, Channel Router, 
Hypercube Architecture, Simulated Annealing Algorithm. 

1 .O Introduction 
Several routers have been proposed in the literature for 

routing signal nets in layout designs of VLSI circuits. 
However, the channel router scores over other routers for 
semicustom and Application Specific Integrated Circuit 
(ASIC) layout designs due to its efficiency in routing nets 
over well-defined channels. The channel router also has the 
potential of achieving 100-percent routing completion for 
routing nets that do not have cyclic constraints, using 
adjustable channel heights. 

Usually, channel routers employ greedy heuristic 
techniques [3-71, involving iterative routing of net lists. 
Consequently, they get stuck at local minima. A promising 
approach for obtaining near-optimum solutions is by using 
Simulated Annealing (SA) algorithm [1,2]. However, a 

major drawback of the SA algorithm is its excessive 
computational requirements - that limit its application to 
routing problems involving only small number of signal 
nets. Hence, parallel processing of SA-based channel 
routers is vital to realizing the required speedup. In this 
context, we present a parallel simulated annealing-based 
channel routing algorithm that is targetted to run on loosely 
coupled multiprocessors like hypercube computers. Our 
interest in hypercube computers is motivated by their 
growing commercial availability and popularity. 
1.1 Related Work 

Although many simulated annealing-based channel 
routers have been reported (e.g., [l]), not many research 
attempts have been reported in the literature for realizing 
parallel simulated annealing-based channel routers. The 
work reported in [2] permits overlap of nets during the 
initial stages of the algorithm, and necessitates a 
post-processing clean-up phase which is not necessary in 
our algorithm. Also, the algorithm in [2] performs a 
broadcast of updates after every successful move, whereas 
our algorithm restricts broadcasts to instances of 
successful interprocessor transfer of nets only, resulting in 
lower communication overhead. 

This paper is organized as follows. Section 2 introduces 
some of the preliminary concepts. Section 3 presents the 
parallel channel routing algorithm; while Section 4 
discusses the performance evaluation studies on the 
proposed algorithm. Section 5 concludes this paper. 

2.0 Preliminary Concepts 
Our routing algorithm is targetted to run on a hypercube 

computer and employs simulated annealing algorithm for 
converging to a near-optimum solution. A brief 
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introduction to the hypercube architecture and the 
simulated annealing algorithm are given in the following 
two subsections; next, some preliminary concepts about the 
channel routing problem is briefly discussed. 

2.1 Hypercube Architecture 
A hypercube (binary n-cube) computer is a loosely 

coupled multiprocessor system with 2" identical node 
processors that are interconnected in the form of an 
n-dimensional cube. The hypercube architecture is a 
general purpose computer in the sense that it can embed 
many other important architectures, this is one of the major 
reason for its popularity. The structures of a 2-cube and a 
3-cube are shown in figs. 4a. and 4b., respectively. Many 
other interesting properties of the hypercube architecture 
can be found in [9]. 

2.2 Simulated Annealing Algorithm 
A technique called careful annealing is usually employed 

in metallurgical processes to bring a physical system to a 
highly ordered low-energy state. This technique involves 
first melting the system by heating it to a very high 
temperature, and then cooling it slowly, spending a long 
time at temperatures in the vicinity of the freezing point. It 
has been established that complex combinatorial 
optimization problems can converge to the globally 
minimum solution by simulating the annealing process of 
physical systems [8]. 

The generic simulated annealing algorithm starts with a 
highly disordered (high temperature) configuration of the 
system to be optimized. Each configuration of the system 
is assigned a cost by using a costfunction. At each step of 
the annealing process, the system configuration is 
perturbed to give a neighbouring configuration. Next, the 
difference in the costs (A) of the two configurations is 
computed. The new configuration is accepted if AsO. 
Otherwise, the new configuration is accepted with a 
probability of e-Am, T being the annealing temperature. 
The temperature is reduced using a suitable cooling 
schedule. The algorithm terminates when the annealing 
temperature attains the threshold value. 

2.3 The Channel Routing Problem 
The channel routing problem is to route a net list 

comprising of two row vectors: T = {tl, t2, ..., tc} and 
B = {bi, b2, ..., bc}, that correspond to the top and bottom 
rows of a rectangular channel, as shown in fig.1. The 
routing should result in the optimization of the number of 
tracks used. 

We assume two routing layers, one for routing horizontal 
wire segments and the other for routing vertical wire 
segments, the connection between these segments being 

achieved by means of via holes. Each tie T or bi EB is called 
a pin and is said to be located on column i. Each set of pins 
to be connected together (net), is assigned a number n, 
called its net number. Pins representing isolated terminals 
are assigned net-number 0, and need not be connected to 
any other pin. The spun of a net n comprises of all column 
numbers within and including the leftmost and rightmost 
pins with net-number n. For an assignment of the nets to 
tracks to be routable, it must follow certain constraints that 
are described below. 

2.3.1 Vertical Constraint 
If in any column i, m (n) is a net number in the top 

(bottom) row, m+ n z  0, then to avoid a vertical segment 
overlap at column i, it is necessary that the horizontal 
segment of m should be placed above the column at which 
n is placed. This type of constraint is referred to as vedcal 
constraint and is usually represented by means of a directed 
graph. This graph is called the Vertical Construint Graph 
(VCG) . 

Each node of a VCG corresponds to a net and a directed 
edge from a node m to another node n means that net m 
should be placed above net n. In such a case, m (n) is said 
to be an ancestor (descendant) of n (m). A VCG is said to 
be cyclic, if at least one chain of directed edges from any 
node leads to itself. For a cyclic VCG, it becomes necessary 
for the horizontal wire segment of at least one net to occupy 
more than one track [3,4]. Such a net is said to dogleg at the 
point of split and each horizontal segment of that net is 
called a sub-net. Doglegs are sometimes essential for 
routing net lists that are otherwise non-routable. An 
example of such such applications of doglegging is 
illustrated in fig. 2. Also, sometimes decomposing a net into 
subnets and employing doglegs for routing the resulting net 
list, results in minimization of tracks, as in the case of the 
example shown in fig. 3. 

2.3.2 Horizontal Constraint 
If two (or more) nets share at least one pin in their span, 

they cannot be assigned to the same horizontal track, since 
it will result in an overlap of the nets. In this situation, the 
nets giving rise to the overlapping, are said to be 
horizontally constrained [4]. The maximum number of nets 
whose span intersects any particular column in the channel 
is known as the channel density and forms a lower bound 
on the channel width, i.e. the minimum number of tracks 
required for routing the channel. 

3.0 Parallel Channel Routing 
Algorithm 

Initially, the channel contains as many tracks as the 
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number of nets to be routed. Thus, each track contains only 
a single net, so that the initial assignment does not violate 
the horizontal constraint. The assignment of nets to these 
tracks is dependent on their positions in the VCG to 
prevent a violation of the vertical constraint, and is carried 
out as follows. 

Violation of vertical constraints is avoided by starting 
with the assignment of nets that have no ancestors. Next, 
the nets that have all their ancestors already assigned are 
taken up for assignment to tracks. This process continues 
until all the nets in a given netlist are assigned. Thus, we 
always start with a valid channel state, that satisfies all the 
constraints - hence, a solution to the given problem, 
though far from the optimum solution. 

The starting temperature for simulated annealing is also 
determined; this temperature is proportional to the 
number of nets to be routed, as done in [l]. The cooling 
schedule employs a function S(k), with the reduced 
temperature after every set of routing attempts given by Tk 
= S(k) * Tk-1, k = 1,2 ,... . The value of S(k) is 0.8 at the 
beginning, and monotonically increases to 0.95 towards the 
end of the annealing process. Thus, we have a slower rate 
of decrease of temperature in the lower temperature range, 
as required by the SA algorithm. 

The channel is horizontally partitioned, and the set of 
tracks in each partition is assigned to a node of the 
hypercube using a reflected gray code numbering, as shown 
in fig. 5. This scheme ensures assignment of adjacent 
partitions of the channel to neighbouring nodes of the 
hypercube. Copies of the constraint representations are 
maintained at each node to facilitate quick check of the 
acceptance criteria. In the sequel, we will refer to the set 
of tracks assigned to a node as its domain. 

Perturbation to a channel state is achieved by attempting 
any one of the following three types of moves. 
Type A: Displace a net n in tracki to track% where trackl 
and track2 are tracks belonging to the domain of a node. 
Type B: Exchange a net ni in tracki with another net n2 in 
track2, where tracki and track2 are tracks belonging to the 
domain of a node. 
Type C: Displace net ni in trackl to track2, where tracki is 
in the domain of the node and track2 is in the domain of 
another node in the hypercube architecture. 

The acceptance of a move is determined as follows: a 
move is rejected, if it results in a violation of either of the 
constraints. If no constraint is violated, then the cost 
associated with the move is evaluated. We determine the 
cost of a given channel state by using the cost function as 
given in [I], 

Ci = CwWi2 + CpPi2 + CuU 

where Wi is the number of occupied tracks, and Pi is the 
longest path length in the VCG. The term U is a measure 
of void in the channel, and is defined by U =Zui2, the 
summation being carried out over all occupied tracks in the 
channel. The value of ui for each track i is given by 
ui = l-Zlj/C, where lj is the length of net j, C is the channel 
length and the summation is carried out for all nets in track 
i. The constants Cw, C, and Cu determine the relative 
significance of each cost component. Let the cost of a nevi 
channel state (q) be given by Cj = CwWj2 + CpPj2 + CUU. 
Then, A = Cj - Ci = Aw + Ap + ALI . 

If in a new state, the nets ni and n2 are placed in the same 
track, then in the VCG, the nodes nl and IQ can be merged. 
The longest path length in the VCG can thus be evaluated 
as Pj. The term Ui is evaluated as follows: 
Moves of types Aand C: 
Moving net ni of length 11 from tracki to track2, we get 
Ulj = Uli + ldC, U2j = U2i - li/C, where C is the channel 
length. 
Hence, Au = Cu[(U2j2 + U1j2) - (U2i2 +Uli2)] 

= 2Cu (1K) [ h/C - U2i + U1i ] 
Move of type B 
Ulj = Uli - WC + h/C, U2j =Ulj - 1 K  +h/C 
A u  = 2Cu (IdC -1dC) [-ldC + 11/C - U2i + Uli] 

A move is accepted if it results in a better state, i.e., A 
< 0. Otherwise, the probability of acceptance of the move 
is given by e-L?L/r, where T is the annealing temperature. 
Note that every move starts with a valid channel state, and 
also results in a valid channel state, since only the moves 
that do not violate any vertical and horizontal constraints 
are accepted. 

Moves of types A and B occur entirely in the domain of 
a node. Since we maintain valid channel states throughout 
the routing process, it is only necessary to determine 
whether such moves violate the constraints in any of the 
tracks between the source track and the destination track, 
all of which are in the domain of the node. Hence, these 
moves can be asynchronously carried out by each node 
without affecting validity of moves of types A and B in other 
nodes. However, a move of type C needs a net transfer 
between two processors. Hence, while attempting a move 
of type C, we check for any possible constraint violation 
using the channel data available at the source node. If it 
does not violate any constraints, the net is transferred to 
the domain of the destination node, where possible 
constraint violations are checked again. If the net transfer 
is acceptable, the destination updates its data structures, 
conveys acceptance of the net to the source node, and 
broadcasts the updates to all other nodes. 



While attempting a move of type C, first a nearest 
neighbour node is selected as the destination node. 
However, if the net transfer is not acceptable at the 
destination node, a node at a distance of 2 links away is 
selected as the destination. In case of further rejections of 
a net, net transfer to farther neighbours are attempted. This 
strategy is adopted due to the following reasons: (1) It is 
observed that, if we restrict a net transfer to the nearest 
neighbours only, we do not obtain near-optimum solutions 
- since, it is possible that a net might not reach a node 
giving minimum cost configuration. (2) The 
communication overheads will increase, if we allow 
unrestricted net transfers to arbitrary nodes. 

Moves of type A involve transfer of nets from one track 
to another. Since, the cost of a channel decreases with the 
number of tracks, a move of type A favours minimization 
of tracks. The different moves are attempkd randomly, 
and we bias the algorithm to attempt more moves of type 
A. Since creating a new track for a net is the same as moving 
that net into an empty track, a separate move of that type, 
as in [l], is not necessary in our algorithm. We also note 
that when the number of nets assigned to each node is 
small, Moves of types A and B are seldom successful 
because of the small number of tracks assigned to each 
node processor. In such cases, we need to attempt more 
moves of type C; thus, increasing the communication 
overhead. 

The pseudocode for the parallel channel routing 
algorithm is outlined below: 

Host 1 

........................................................................................................... ........................................................................................................................................... 
Computer: 

Begin 
Determine constraint representation for 

Determine initial annealing temperature; 
Assign tracks to the nodes of the hypercube; 
Signal node processors to start routing; 
Wait for routing completion signals from all nodes; 

the given net list; 

end 
...................................................................................................................... ...................................... .. ....... .. ....................................................................... ... 

........................................................................................................................... 
Node Processors: 
Begin 

Obtain constraint representation and 
initial temperature from host; 

While(Temperature > threshold) 
for(1oop-count = 1 to Max-I) do 
/* Max-I is the number of moves 
attempted at each temperature */ 

Select move; 
If(move doesn't violate constraints) 
then A = evaluate-cost(move); 

if(Accept(A)) then 

If (move = Interprocessor move) 

endif; 
endif; 

endif; 
end for-ioop; 
update temperature; 

Update channel state; 

then broadcast updates; 

end while-loop; 
Signal host upon termination of 

the annealing process; 
.................................. .......................... 

4.0 Performance Evaluation 
Studies 

The algorithm has been coded to run on a simulated 
hypercube on a SUN 3/260 machine. The algorithm has 
been coded in 'C' language and runs in an UNIX 
environment. Performance evaluation studies have been 
carried out using different dimensions of the simulated 
hypercube and a large number of test problems. The results 
of the performance evaluation studies are summarized in 
fig. 6. 

Fig 6a. shows a plot of processor utilization as a function 
of the number of nodes of a hypercube. The processor 
utilization r is given as usual by r = T/t*n, where T is the 
sequential routing time, t is the parallel routing time and n 
is the number of node processors; and the speedup s is 
given by s = T/t. From the figure we observe that as s 4 
n, r --+ 1; the limit r =1  denotes the ideal processor 
utilization. However, due to the overheads incurred in 
communications, s < n for n > 1. The slope of the s vs. n plot 
of fig 6b., which is less than unity, also supports this fact. 

Fig. 6c. shows the relationship between the problem size 
and the routing time for different dimensions of the 
hypercube. For a fured dimension of the hypercube, the 
speedup is given by the ratio of sequential routing time to 
parallel routing time. It is observed in the plot that the 
speedup for any given configuration, is higher for larger 
problem sizes. This is due to the fact that when large 
number of nets are assigned to each node, less 
interprocessor moves are attempted to get near-optimum 
solutions. Fig. 6d. illustrates the relationship between 
normalized routing time and quality of the solution; quality 
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of solution being defined as the ratio of the number of nets 
to the number of tracks used. We find that after 
approximately thirty percent of the total routing time, the 
quality of the solution varies within twenty percent of the 
initial value. 

5.0 Conclusions 
and Discussions 

In this paper, we have presented a parallel simulated 
annealing-based channel routing algorithm that is 
targetted to run on loosely coupled multiprocessor systems 
like hypercubes. Performance evaluation studies of the 
algorithm have been carried out using simulated 
hypercubes of different dimensions. These performance 
studies indicate that the algorithm achieves good speedup 
while giving near-optimum solutions. 

A novel feature of the algorithm is the strategy that 
maintains a valid channel state throughout the routing 
process. Another important feature is that overlap of nets 
is not allowed to occur any time during the annealing 
process; hence, a post-processing clean-up phase is not 
necessary. This strategy also permits tradeoff of 
computation time with the quality of a solution. Thus, it is 
possible to terminate the annealing process after a given 
amount of time and accept the best solution obtained till 
then. Also, the restricted use of broadcasts of updates 
results in reduced communication overheads, and 
consequent reductions in routing times. This algorithm can 
be extended to solve problems involving doglegs, by 
dividing each net into sub-nets, and solving the resulting 
problem. 
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