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Abstract 
Speculative multithreading (SpMT) promises to  be an 
eflective mechanism for paralleliring non-numeric pro- 
grams. Proper thread formation is crucial for obtain- 
ing good speedup in an SpMT system. We have de- 
veloped an SpMT compiler framework for  partitioning 
sequential programs into multiple threads. Since con- 
trol and data  speculations are the essence of SpMT 
execution model, inter-thread data dependences and 
inter-thread control predictions a t  run-time play cm- 
cia1 roles in aflecting the performance of the SpMT 
system. Therefore, to evaluate existing SpMT tom- 
piter or hardware systems, and to design more efi- 
cient systems it is  necessary to characterize the dy- 
namzc program dependences carefully. In th is  paper, 
we have studied the run-time behaviors of inter-thread 
data and control dependences of the threads generated 
by our compiler in detail and used that for analyzing 
the performance. The analyses reveal that our com- 
piler has successfully modeled the dnter-threod data and 
control dependences of non-numeric applicataons and 
minimized them while generating the threads. 

1 Introduction 
Speculative multithreading (SpMT) is emerging as an 
effective mechanisni for exploiting thread-level paral- 
lelism (TLP) from non-numeric programs. SpMT pro- 
cessors allow multiple threads to execute in parallel in 
the presence of ambiguous contra1 and data depen- 
dences, and recover upon the detection of dependence 
violations. 

Control and data speculations are the essence of 
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SpMT execution models. Both inter-thread data de- 
pendences and inter-thread control predictions at run- 
time play crucial roles in aSfecting the performance of 
the SpMT system. Therefore, it is important that 
we carefully charaxterize the execution behaviors of 
threads in order to gain a better understanding of 
performance and to evaluate the effectiveness of the 
compiler and the hardware. 

Most SpMT processors [5, 10, 12, 141 rely on the 
compiler to generate proper threads so as to exploit 
the parallelism available in the programs. The SpMT 
compiler should try to  partition the program such 
that the inter-thread data dependences are minimized 
during execution. The threads are spawned and ex- 
ecuted speculatively and inter-thread control miss- 
speculation leads to squashing of the threads. There- 
fore, the compiler should try to  expose more pre- 
dictable branches at the thread boundaries while hid- 
ing the less predictable branches inside the threads. 

We have developed an SpMT compiler [a] to parti- 
tion sequential programs into threads for running on 
SpMT processors. Our work differs from earlier works 
on SpMT compilation [ll, 15, 171 in a number of ways. 
Most of the earlier works [11,17] primarily target loop  
level parallelism, whereas our compiler exploits paral- 
lelism from the non-loop regions as well. 

In this paper we used a simulation-based environ- 
ment to evaluate the performance of the non-numeric 
programs partitioned by our SpMT compiler. In order 
to have a better understanding of the SpMT system 
performance and evaluate the effectiveness of our com- 
piler algorithms, it is extremely important to perform 
a detailed analysis of the run-time behaviors of the 
inter-thread data dependences and control predictions 



of the generated threads. Our detaiIed study shows 
that our compiler has modeled the inter-thread data 
and control dependences efficiently. It has been able 
to minimize both inter-thread data and control depen- 
dences effectively in most of the programs. Moreover, 
our study further reveals the difference in access pat- 
terns for inter-thread memory and register data and 
indicates further opportunity of improvement for the 
SpMT compiler and the hardware. Our characteri- 
zation of data and control dependences of the mul- 
tithreaded programs help in understanding program 
behaviors in SpMT execution model and indicates the 
ways to improve the system further. 

The rest of the paper is organized as folIows. In 
Section 2, we review the concepts of speculative mul- 
tithreading and discuss the important issues related to 
the performance of the SpMT system. We present an 
overview of our SpMT compiler framework in Section 
3. The experimental methodologies and the evalua- 
tion are presented in Section 4. Finally we conclude 
in Section 5. 

2 Speculative multithreading 

The central idea behind SpMT is to execute multi- 
ple threads obtained from a (sequential) program in 
parallel. A number of SpMT models have been pro- 
posed, including multiscalar [5],  superthreading [14], 
DMT ill, clustered speculative multithreaded proces- 
sor [lo], and CMP [S, 111. Speculative multithread- 
ing enables paralleIization of applications, despite any 
uncertainty about (control or data) dependences that 
may exist between the parallel threads. The hardware 
speculates on dependences, and recovers whenever a 
speculation is found to be incorrect. This allows the 
SpMT compiler to do optimistic speculation, thereby 
improving the performance. Below we review some of 
the important aspects of SpMT. 

. 

2.1 Importance of considering inter- 
thread data dependences 

Perhaps the most important factor affecting the SpMT 
program performance is inter-thread data depen- 
dences, which affect inter-thread data communication 
and determine how much TLP exists. In case of data 
dependences the consumer instruction has to delay the 
execution until the data is available from the producer. 
SpMT processors can employ data value prediction to 
overcome the delay caused by data dependences. How- 
ever, in that case, data mispreddiction would lead to 
squashing and re-execution of the threads (or affected 

Figure 1: Structure of threads in an SpMT program 

instructions). Moreover, unlike branch prediction, the 
accuracy of data d u e  prediction is not very high. 

Therefore, the compiler should try to partition the 
program in such a way that inter-thread data depen- 
dences be minimized. However, it  is not possible to 
detect a11 data dependences at compile time because 
of aliasing. It is also not possible to accurately de- 
termine the relative timing of the dependent instruc- 
tions in different threads because of factors like can- 
ditional branches, cache misses and dynamic instruc- 
tion scheduling. The compiler can use profile informa- 
tion, heuristics and intra-thread scheduling to mini- 
mize inter-thread data dependences. 

2.2 Importance of considering inter- 
thread control dependences 

Inter-thread control dependences play a major role in 
the performance of the SpMT systems. The threads 
are generally spawned speculatively where the exis- 
tence of the spawned thread is control dependent on 
a conditional branch after the spawning point and 
if that conditional branch is mis-predicted then the 
speculative thread has t o  be discarded. Therefore, 
the compiler should partition the program so that 
the conditional branches at  thread boundaries have 
high prediction accuracies. The conditional branches 
with poor prediction accuracies can be encapsulated 
within the thread because an intra-thread branch mis- 
prediction does not directly afFect the execution of a 
successor speculative thread whose existence depends 
on a different conditional branch. Below we classify 
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the threads into three categories based on the con- 
trol dependence relationship of the threads with their 
spawning points. 
Loop-centric Threads: Each loop iteration can be 
specified as a thread that executes in parallel with 
other iterations. The only €om of canttot dependences 
shared between multiple threads of this kind are Ioop 
termination branches. Therefore, loop-centric threads 
have very high inter-thread control prediction accura- 
cies. However, in non-numeric programs, many of the 
loops do not have adequate parallelism. Moreover the 
programs tend to  spend lot of time outside of the loops 
and so it is important to form threads from non-loop 
regions also. 
Control Speculative Threads: Speculative spawn- 
ing is the essence of SpMT. In Figure 1, thread T1 i s  
speculative because it is spawned from block A and the 
execution of TI is control dependent on the conditional 
branch between blocks B and C. Speculative spawning 
is particularly desirable when the control Row is likely 
to take the speculated path more often than the other 
possible paths. 
Control Non-speculative Threads: Many non- 
numeric programs also tend to  have a noticeable num- 
ber of control mispredictions, necessitating frequent 
recovery actions. Therefore, it is d so  important 
to exploit control independence, possibly by identify- 
ing threads that axe non-speculative from the control 
point of view. When executing such a non-speculative 
thread in paralfel with its spawning thread, a branch 
misprediction within the initiator does not affect the 
non-speculative .thread's existence, although it can 
potentially affect its execution (through inter-thread 
data dependences). Effective use of control indepen- 
dence information thus helps to reach distant code, 
despite the presence of mispredicted branches in be- 
tween. In Figure 1, T3 is non-speculative, as it is 
spawned from A and the execution of T2 is control- 
independent of the path taken to reach T3 from A '. 

Instruction window 1 64 instructions 
Issue width I UD to 4 instructionslcvcle 

2.3 Prior compiler work on SpMT 
Most of the SpMT proposals advocate thread forma- 
tion at compile time, because the hardware is quite 
limited in its ability to analyze large sections of code. 
There have been several implementations of compiler- 
based thread generation For SpMT systems, includ- 
ing Hydra [6J, superthreading [17], multiscalar 1151, 
clustered speculative multithreaded processor [SI, and 
Stampede [13]. Among these, [6], [13] and [17], focus 

Multiplier Unit 
Branch Unit 
FloatinLt Point Unit 

'Notice that if a speculative thread TO spawns a non- 
speculative thread T3, then T3 is non-speculative from TO'S point 
of view, but may not be From TO'S initiator's point of view. 

1 with 12 cycles latency 
I with 1 cycle latency 
2 with 2 cvcles latencv 

mainly on loopcentric threads. [15] was the first ma- 
jor effort to partition the entire program, including the 
non-loop regions for parallel execution. [g] also parti- 
tions the entire program. It relies entireIy on profiling 
to  determine program partitions. 

2.4 Overview of our SpMT compiler 
framework 

In this section we give an overview of our SpMT com- 
piler framework. The details of out compiler CM be 
found in [2, 31. While partitioning a sequential pro- 
gram, our compiler considers data dependences, con- 
trot dependences, and thread size together, to decide a 
good partitioning. It is built using the SUIF compiler 
framework [16], The control dependence in the pro- 
gram is captured by building the control flow graph 
of the procedures in the program. Profiling is done 
to determine the likely paths in the program. The 
compiler generates speculative threads residing within 
the likely paths. Also, the parallelism available at the 
control independent regions are exploited by starting 
threads from control-independent regions. The com- 
piler tries to capture inter-thread data dependences as 
accurately as possible with the help of interprocedural 
data flow analysis and inter-thread data dependence 
modeling. 

I *  l i  

Fetch width 
Intezer Units 

I up to 4 instructions/cycle 
4 with 1 cvcle latencv " I . . I  tl Load-Store Units I 2 with 1 cvcle latencv H 

0 SpMT processor Parameters 1 

Figure 2: SpMT processor parameters 

3 Experimental evaluation 
To evaluate the effectiveness of the threads generated 
by our compiler, we simulate the threaded programs in 
an SpMT simulator, modeled on top of a trace-driven 
simulator. Each processing element has its own pro- 
gram counter, fetch, decode and execution units. The 
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Figure 3: Speedup obtained with different types of threads. a: Speculative + Non-Speculative -t- Loop-centric 
threads; b: Non-Speculative t- Laop-centric threads; e: Loop-centric threads only; 

SpMT processor parameters used for our evaluation 
are shown in Figure 2. The simulator also madels a 
shared 256 KB L1 d-cache with 1 cycle latency, and a 
miss latency of 10 cycles. Branch predictions are done 
using a 2-level Pap scheme. A hybrid data value pre- 
dictor is used for predicting the results of instructions 
whose operands are unavailable a t  decode time. 
Benchmarks: For benchmarks, we use 10 programs: 
5 from SPEC2000 and 5 from the Olden suite, all writ- 
ten in C. For the SPEC benchmarks, we “fast forward” 
the first 500 million instructions. For the OIden bench- 
marks there is no need to fast forward as they do not 
have significant initialization phases. We simulate dl 
the programs except mcf and perimeter for one bil- 
lion instructions after fast forwarding (the parallelism 
values are found to  be stable a t  one billion instruc- 
tions); rncf terminated after 700 million instructions 
while perimeter terminated after 500 million instruc- 
tions. For the SPEC benchmark programs we use the 
train data set as profiling input, and the ref data set 
as simulation input (except for mcf). For mcf, we use 
the lgred input from the MinneSPEC [7] input set, as 
its ref input had very high memory requirements. In 
Olden benchmarks we use the same input sizes as [4] 
for the simulation and smaller size input for profiling. 

3.1 Evaluation of basic thread genera- 
tion scheme 

To evaluate the effectiveness of our basic partitioning 
algorithm, we measure the speedup (measured with 
respect to the sequential execution) obtained in the 

2The library code is not paralleiized, as we use the standard 
libraries in our experiments. The serial execution of the library 
code provide5 a conservative treatment tn our parallelism values. 

programs by increasing the number of PES from 4 to 
16. Figure 3 presents speedup obtained with 4, 8, 
12, and 16 PES for three possible combinations of the 
different types af threads mentioned in Section 2.2 - 
the loop-centric threads, speculative threads and non- 
speculative threads. 

From Figure 3 we see that beside loop-centric 
threads and non-speculative threads, we also need 
speculative threads t o  exploit the full performance po- 
tential of most of the programs. For example, crafty 
has good speedup only when all three types of threads 
are used. From Figure 3, we find that the compiler 
has been very successful in extracting paxdlelism from 
both non-loop programs (vpr, crafty , perimeter, 
treeadd) and ioogbased programs (equake , mcf , 
mst).  The fact that these benchmarks show good 
speedup and scalability indicates that the compiler has 
been successfu1 in extracting pardelism from ai1 parts 
of these programs. 

The speedups are not quite good for twolf, health, 
and t sp. The programs twolf and health spend most 
of their time in loops that have very little parallelism. 
The poor parallelism in t s p  is due to long latency mul- 
tiplications that give rise t o  lots of unresolved inter- 
thread data dependences. In the next two subsections, 
we analyze the results shown in the bars a of Figure 3 
.$.e,, for all threads) further by looking at the dynamic 
control and data dependence behaviors of the threads 
in details. 

3.2 Characterization of inter-thread 
control prediction 

As discussed i R  Section 2.2, the compiler should 
try to minimize the inter-thread branch mispredic- 
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Overall Inter-thread Branches 
Branch Pred. % Branches Prediction 

Accuracies Accuracies 

Intra-thread Branches 
% Branches Prediction 

Accuracies 

Table 1: Inter-thread and intra-thread branch prediction statistics 

J U 

crafty 92.41% 7.8% 94.36% 92.2% 92.25% 

mcf 97.80% 21.4% 99.90% 78.6% 97.23% 
equake 93.42% 61.4% 99.51% 38.6% 83.72% 

tions. Otherwise lots of squashing and re-execution of 
threads would take place. Therefore, it is important 
to see the efficiency of our compiler in reducing inter- 
thread control mispredictions. Our compiler tries to 
reduce inter-thread control mispredictions by spawn- 
ing non-speculative threads from the control indepen- 
dent points and also by spawning speculative threads 
from the likely paths in the program. 

In Table 1, we present the branch prediction statis- 
tics. Table 1 shows that except for perimeter, in all 
other benchmarks, inter-thread branch prediction ac- 
curacies are significantly higher than the intra-thread 
branch prediction accuracies and the overall branch 
prediction accuracies. This indicates the success of our 
compiler in exposing the more predictable branches at 
thread boundaries. 

In Table 1, we see that equake, mcf, tuolf 
health, and tsp have significant proportions of inter- 
thread branches. In equake and health, the percent- 
age of inter-thread branches are higher than that of 
intra-thread branches and also these branches have 
very high prediction accuracies. This is due to the 
fact that both these programs spend more than 90% 
of the time in loop-centric threads and the inter- 
thread branches consist of mainly the loop terminating 
branches, resulting in high inter-thread branch predic- 
tion accuracies. The inter-thread branches in mcf 
vpr, m s t  also mostly consist of loop-terminating 
branches. 

In crafty, perimeter, and treeadd, some of the 
branches, on which the speculative threads are depen- 
dent, are included inside another thread. In treeadd 
and perimeter there are no loops and the program 
works by making recursive function calls. There 
are multiple function calls after a single conditional 
branch and speculative threads are spawned far ev- 
ery function call from before the conditional branch. 

Therefore in this case there are successive speculative 
threads without any intervening conditional branch. 
From Figure 3, we see that in aIl three programs spec- 
ulative threads achieve good speedup therefore the 
intra-thread branches, on which the speculations are 
made, are likely to have high accuracies as well. 

In perimeter, the inter-thread branch prediction 
accuracies are Iower than the intra-thread branch pre- 
diction accuracies. This is because of the overall poor 
branch prediction accuracy of the program. However 
the percentage of inter-thread branches is only 2.8% 
and as explained above not all branches, on which 
the speculations are based, are exposed at the thread 
boundaries. 

3.3 Characterization of inter-thread 
data dependences 

In this subsection we characterize the dynamic data 
dependence behaviors of the programs and correlate 
them with the program performance. Various statis- 
tics of inter-thread dynamic register and memory data 
dependences for 4 PES are shown in Table 2. 

For example, from Table 2 we see that, crafty has 
an average inter-thread register dependance of 11.54. 
Out  of this, 3.34 requests are made to  inter-thread 
register whose values are not yet available. In crafty, 
out of an average of 3.34, only an average of 0.56 unre- 
solved register values are correctly predicted and the 
consumer instructions have to stall for the remaining 
2.78 inter-thread register dependences. 

From Table 2 we see that the programs that achieve 
high speedup do not have high inter-thread data de- 
pendences that cause stalls. For example, the aver- 
age value for inter-thread register dependences caus- 
ing stalls for crafty is 2.78 and that for vpr is 2.92. 
These vdiies are not high, considering the average dy- 
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Average Inter-thread Register Dependences Average Inter-thread Memory Dependences 
Program Total Unresolved Correct Causing Total Unresolved Correct Causing 
Name value Stalls 

Table 2: Inter-thread average dynamic register and memory dependence statistics €or 4 PES 

namic thread sizes of crafty and vpr are 93.5 and 
80.1, respectively. Similarly, m s t ,  which has the high- 
est parallelism, does not have any inter-thread regis- 
ter dependences that can cause stalls. On the other 
hand, in health the average inter-thread register de- 
pendences that cause stall has value 1.99. This is a 
significant dependence, considering that the dynamic 
thread size of health is only 8.9 and this is also evident 
from the small speedup of health in Figure 3. t s p  also 
bas very high unresolved register dependences, resuit- 
ing in small speedup. In t s p  the very high Unresolved 
register dependences are due to long latency multipli- 
cation and floating point operations. 

From Table 2 we find that most programs have a 
higher number of register dependences causing stalls 
than that, of memory dependences. However, even 
a small amount of memory dependences can cause 
more stalls if they result in cache misses. For exam- 
ple, in m c f ,  although the inter-thread dependences are 
not high, the cache miss rates are very high for both 
the intra-thread and the inter-thread memory depen- 
dences. Also, the data value prediction accuracy is 
higher for memory data than for register data. This is 
because the programs often load the same data from 
memory and this is easier to predict than the register 
values. 

While building an inter-thread data dependence 
model the compiler tries to limit the number of un- 
resolved inter-thread data dependences within 10 
and adding up the unresolved register and memory 
data dependences, we can see that the value does not 
exceed 10 except for t sp .  This validates our data de- 
pendence modeling. 

In order to evaluate the inter-thread register de- 
pendence patterns, we measure the span of the inter- 

3Data Dependence Count Model [Z] 

thread register dependences in Figure 4, where dis- 
tances are measured in terms of dynamic threads. 
The X-axis denotes the distances in dynamic threads 
and the Y-axis denotes the fraction of register de- 
pendences that lie within specific dynamic thread dis- 
tance. The graphs in (a) and (b) show the measure- 
ment for resolved and unresolved inter-thread register 
dependences for 4 PES, respectively. Similarly, the 
span of inter-thread memory dependences are shown 
in Figure 5. 

In Figure 4(a), we see that for mcf, health, rnst 
and t s p  the resolved register dependences are com- 
ing either from the immediate predecessor or from the 
threads that are mote than ten dynamic threads apart. 
All the above programs are loop-centric, and for such 
programs most of the resolved register dependences 
are loop carried dependences coming from the last it- 
eration. For all other benchmarks, the resolved reg- 
ister dependences are spanned more or less uniformly 
among the predecessor threads. 

In Figure 4(b), we see that more than 50% of the 
unresolved register dependences are due to the imme- 
diate predecessor. In the loop based programs mcf, 
health, mst and t s p  all the unresolved dependences 
are coming from the last iteration. Since our compiler 
and SpMT model support out-of-order thread spawn- 
ing and execution [2], in a 4 PE SpMT processor there 
can be unresolved dependerices due to threads that are 
more than 4 threads apart. However, except for twolf 
and perimeter, in all other programs nearly 100% of 
the unresolved dependences are due threads that are 
a t  most 4 threads away. This indicates that there is 
no stalls due to  out-of-order execution. 

In Figure 5(a), we see that in all benchmarks, ex- 
cept tsp, more than 50% of the resolved memory de- 
pendences are accessing threads that are more than 
10 threads apart. Like register dependences, in case 
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Figure 4: Distribution of register data dependences in terms of distances in dynamic threads 

of memory dependences also, in the programs mcf, 
health, m s t  and tap all the resolved dependences 
are coming from the previous iterations or from the 
threads that are far away. 

In Figure 5(b), we see that the unresolved memory 
dependences span a larger distance than unresolved 
register dependences and indicates the existence of 
unresolved memory dependences due to out-of-order 
execution. Except €or health, most of the unresolved 
memory dependences in other programs are mainly 
coming from nearby predecessors. Like unresolved 
register dependences, in m s t  and t s p  all unresolved 
memory dependences are coming from immediate pre- 
decessor. Overall, the register and memory depen- 
dence patterns are quite different in other programs. 

4 Conclusions 

Speculative multithreading is emerging as an im- 
portant parallelization method for non-numeric pro- 
grams. Judicious partitioning of a sequential pro- 
gram into threads is necessary to  exploit parallelism in 
SpMT processors. We have developed an SpMT com- 
piler for partitioning sequential programs into multiple 
threads. The inter-thread data dependences and con- 
trol dependences are extremely important in achieving 
good speedup. So the compiler should model the inter- 
thread data and control dependences as accurately as 
possible and generate the threads such that the de- 
pendences be minimized. 

In this paper we used a simulation-based environ- 
ment to evahate the performance of the non-numeric 
programs partitioned by our SpMT compiler frame- 
work. We studied the inter-thread control and data 

dependences of the programs and analyzed the per- 
formances with the help of them. Our study shows 
that the compiler has modeled the inter-thread data 
and control dependences efficiently. It has been able 
to minimize both inter-thread data and control depen- 
dences effectively in most of tbe programs. However, 
lack of parallelism in case of long latency operations 
and the different access patterns of memory and reg- 
ister dependences indicates possible improvement for 
the compiler. Our characterization of data and control 
dependences of the multithreaded programs help in 
understanding program behaviors in SpMT execution 
model and indicates the ways to improve the system 
further. 
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