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Global Boltzmann Perceptron Network for On-Line
Learning of Conditional Distributions

M. A. L. Thathachar,Fellow, IEEE, and M. T. Arvind

Abstract—This paper proposes a backpropagation-based feed-
forward neural network for learning probability distributions
of outputs conditioned on inputs using incoming input–output
samples only. The backpropagation procedure is shown to locally
minimize the Kullback–Leibler measure in an expected sense.
The procedure is enhanced to facilitate boundedness of weights
and exploration of the search space to reach a global minimum.
Weak convergence theory is employed to show that the long-
term behavior of the resulting algorithm can be approximated
by that of a stochastic differential equation, whose invariant
distributions are concentrated around the global minima of the
Kullback–Leibler measure within a region of interest. Simulation
studies on problems involving samples arriving from a mixture of
labeled densities and the well-known Iris data problem demon-
strate the speed and accuracy of the proposed procedure.

Index Terms—Boltzmann perceptron network, conditional dis-
tributions, global convergence, Kullback–Leibler measure, mix-
ture densities, on-line learning.

I. INTRODUCTION

T HE PROBLEM of learning probability distributions is
relevant in pattern recognition, medical diagnosis, sto-

chastic control, and numerous other domains [1], particularly
those characterized by noisy and statistical data. The task
considered in this paper is to learn the probability distribution
of outputs conditioned on inputs using merely samples of
inputs and outputs.

The knowledge of conditional distributions is useful as a
support for decision making while using standard classification
techniques. It provides an idea as to how reliable the classi-
fication is, and can be used to draw inferences like the need
for additional information. Suppose it is required to model
currency or stock fluctuation. Suppose one of two predictions
have to be made, for example, that the price is going to fall
or rise. If the probability of either of them, given the sample
input (which could be the prices over the previous few days),
is around 0.5, it is possibly better not to make a decision rather
than make a decision which has a high probability of error.
Another example is that of differential diagnosis in the medical
field, where the outputs correspond to probability of several
diseases, given the knowledge of the symptoms that form the
input. If several diseases are found to have almost the same
probability and they are all small, accepting the one which has
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the highest probability as the diagnosis could be risky. In this
case, it would be sensible to go for more tests to gain more
evidence in order to arrive at a proper decision.

Boltzmann machines [2] have been used for learning sto-
chastic input–output (I–O) relationships; however, their slow
training process does not make them suitable for online
applications. For good convergence properties, each I–O pair
has to be clamped to compute correlations after an annealing
schedule [3], and the weight change computed by using these
correlations.

Feedforward networks have been employed for learning
probabilistic I–O relationships in [1], [4], and [5]. The method
involves two modifications to the standard feedforward mul-
tilayer perceptron (MLP) approaches. First, the outputs of the
units, especially, those of the output layer, are given a proba-
bilistic interpretation. This enables the network to generate a
distribution on the set of possible outputs for a given input.
The outputs could be treated asestimatesof the conditional
probability that some proposition is true or false, conditioned
on the given input. The second modification is made in
order to maintain consistency with the Boltzmann machine
objective; the Kullback–Leibler entropy measure [6] replaces
the standard error least-squares objective. As in conventional
backpropagation, gradient descent on the relative entropy is
performed on the weight space. The Boltzmann perceptron
network (BPN) [7] approach to distribution learning uses an
MLP in order to minimize Kullback–Leibler measure and
can also be used as a soft classifier. As against simulated
annealing-based approaches where the temperature parameter
needs to be reduced for proper convergence, this approach
employs a fixed parameter whose value is chosen based on
whether one wants distribution learning or just classification.

This paper approaches conditional distribution learning us-
ing what is termed as a global Boltzmann perceptron network
(GBPN). The name GBPN is meant to indicate that the
effort is to globally minimize Kullback–Leibler measure (as in
Boltzmann machines) using an MLP. The set up comprises of
an MLP in conjunction with a probability generating function.
It operates on I–O samples generated from an unknown
environment. The input to the MLP is the sample input shown
by the environment. The output of the MLP as well as the
sample output given by the environment form the input to the
probability generating function. The output of the GBPN is
the probability of the network generating the sample output
(see Fig. 1 for more details).

To begin with, the paper proposes an incremental procedure
(using backpropagation) for updating the weights of GBPN
and provides a weak convergence analysis of the same. The
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Fig. 1. Feedforward MLP network for learning I–O distributions.

TABLE I
LIST OF SYMBOLS

network is similar to BPN [7], but the vectors representing
output classes are not restricted to be the unit vectors as
required in [7]. The convergence analysis provided for GBPN
with backpropagation holds, in particular, for BPN (for which
no convergence results are available in [7]). A further feature
of the paper is that an algorithm is provided for global min-
imization of Kullback–Leibler measure and its convergence
is shown. Thus the main contributions of the paper are the
analysis of convergence of the backpropagation procedure
for conditional distribution learning, proposal of a global
algorithm, its convergence analysis and further validation
through simulation studies. A list of symbols used in the sequel
is given in Table I.

II. FEEDFORWARDNETWORKS FORLEARNING DISTRIBUTIONS

In this section, a multilayer feedforward network is proposed
for learning conditional distributions. A backpropagation pro-
cedure, based only on the I–O sample shown to the network at
that instant, is derived in order to minimize Kullback–Leibler
measure.

It is assumed that there is an external environment that
provides I–O samples from the unknown distribution to be
learned. It is also assumed that the I–O samples provided

by the environment are independent. Such assumptions are
commonly employed in Boltzmann machines and are true in
several applications. For the conclusions of this section to
hold, it is sufficient that the I–O samples have bounded fourth
moments and the I–O sequence is stationary and ergodic. The
main interest of this paper is in classification applications and
it is assumed that the number of possible outputs is finite.
The inputs can take values from either a compact subset of

for some , or from a set of distributions that are tight.
Cases where inputs take finitely many values trivially satisfy
this assumption.

The sample input and output strings at instantare des-
ignated and , respectively. The input string has
a length and the output string has a length . The
components of the strings are denoted by and ,
respectively. Inputs take values from a set . If is finite
then the input distribution is denoted by ;

and . Alternatively, when the
inputs take values from a compact subset of , existence
of the density function is assumed, i.e., and

. The outputs take values from the set ,
which is finite by assumption. For each input, there is a

distribution on the set of outputs, .
Hence and .
In the sequel, it is assumed that the set of probable inputs,

, is finite. This is done in order to keep the notations and
developments simple. However, the results hold good even
when is continuous and can be obtained by replacing the
summation over by an appropriate integral.

At any instant , a sample input is generated from by the
unknown environment. Denote this by . The environment
also generates a sample output from . This is denoted
by . The input to the learning system is the sample I–O
pair . Whenever there is no scope for confusion,
this pair is simply denoted by . The objective of the
learning system is to use just this information to learn ,
the conditional distribution of outputs forgiven inputs.

The feedforward network employed for solving this problem
is schematically depicted in Fig. 1. It shows an environment
which provides the sample I/O pair from the unknown distribu-
tions at every instant. The input is fed to the MLP network that
generates its outputs in a feedforward fashion. These outputs
form the inputs to a probability generating function (), that
computes theprobability that the network generates the sample
output given by the environmentand uses it to generate the
gradient of the error measure for updating the weights. Note
that the learning is passive, in the sense that there is no
output from the network that influences the environment in
any way. The probability generating functionP is a function
of the network outputs (where is the number of layers
in the feedforward hierarchy) and the output sample. This is
explicitly indicated by . Since itself is a function
of the sample input and the weights of the network, the
dependence could also be indicated as . In the sequel,
it is assumed that is twice continuously differentiable in its
arguments with bounded first- and second-order derivatives.
Further, it is assumed that the network uses sigmoid or
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arc tangent activation functions. Note that satisfies
and .

The network comprises of layers, each layer (
) comprising of nodes. The weight connects

node of the th layer with node of the th layer. The
output of the th node of the th layer are generated by
using the activation function as

It is assumed the threshold is subsumed as part of the output
vector in each layer. The output of the network is the output
vector of the last layer.

A. Algorithm for Updating Weights

The goal of the system being considered is to learn the
unknown conditional distribution by approximating it
with . The objective function for learning is chosen as
the Kullback–Leibler measure [6], that measures the distance
between two distributions

In the above expression, and are fixed but unknown
for all . The dependence of on the weight vector
is explicitly indicated. In order to derive an algorithm for
updating weights, partial derivatives of are now evaluated
with respect to the weights of different layers. In the follow-
ing derivations, explicit dependence on is not indicated
whenever there is no scope for confusion. Now

(1)

In order to evaluate , the chain rule is employed
to give

(2)

where and the quantity , known
as the local gradient [1], is given by

(3)

The above expressions are used to give an algorithm for
updating weights. It is later demonstrated that the algorithm is
negative gradient following in an expected sense.

B. The Local Algorithm

Let represent the set of all weights at instant. Let
the environment provide the sample I–O pair at instant

. Then the algorithm for minimizing in an expected sense

is given as follows:

(4)

Note that the algorithm needs the knowledge of only the
current sample I–O pair and the current weights of the
network to compute the update.is usually a small positive
quantity called the learning parameter or the step size. Now
define

(5)

Remark 1: The local algorithm (4) is gradient following in
an expected sense, i.e.,

The above set of equations can be concisely written as

The associated ordinary differential equation (ODE) of the
algorithm is obtained by replacing by the dummy variable

and by replacing the quantity by . Hence

(6)

C. A Three-Layer Network Example

The backpropagation procedure is illustrated in this section
for a three-layer network of sigmoidal units, with a specific
form of probability generating function. It is assumed that the
output space is that of all possiblebinary strings of length

, so that explicit expressions can be obtained in a simple
manner.

The input layer comprises of nodes that take values
at instant . An additional node

taking unit value is also provided for bias. The second layer
comprises of hidden nodes with an additional node taking
unit value. The output layer comprises of output nodes
corresponding to each bit of the output. The input nodes are
connected to hidden nodes by means of weights

, where multiplies and connects it to
hidden node . Similarly, hidden nodes are connected to output
nodes by means of weights ,
where multiplies the output of hidden nodeand connects
it to output node . The weight vector comprising all the
weights of the first as well as the second layer is denoted by

. The output of the th hidden node is denoted by and
that of the th output node denoted by . The expressions for
the outputs of hidden and output layers are given below
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The outputs of the network are interpreted as follows.
is the probability that the th output can take a value of
unity and is the corresponding probability that it is
zero. Given the I–O sample , the network computes the
probability as follows. Note that is the probability
that the network generates the output string, given the input
string . This should be distinguished from which is
the probability that the environment does the same. Define

. Then

where for each, takes value or depending
on whether is one or zero, respectively.1 Note that
and hence are functions of network weights .

For this network

(7)

and

(8)

The above expressions are used to give an algorithm for
updating weights as follows:

(9)

The intention behind providing derivations for a specific
network with a specific probability generating function is
two-fold. First, it provides an idea as to how probability
generating functions and networks can be chosen. Second, the
simulation studies presented in a later section, employ three-
layer networks of this form. The following section discusses
the convergence of the proposed algorithm (4).

D. Convergence

It is now shown that the behavior of the algorithm (4)
can be approximated by that of the ODE (6) whenever the
learning parameter is small. The following theorem formally
characterizes this relationship.

Theorem 1: Given any sufficiently small and
, there exists a constant , with

and

Pr

1This is one way of generating the probability of the sample output and
amounts to assuming that the bit positions are independently generated. More
detailed models can be obtained by considering higher levels of dependencies,
in order to get better approximations for the conditional distributions.

Proof: The function depends on the current set of
weights . Its partial derivatives with respect to each weight
are continuous functions; hence are bounded over every com-
pact -set. It is observed that the partial derivatives are
regular. Regularity here can be taken to mean locally Lipschitz.
The function and the algorithm have the following
properties.

• The observation sequence takes val-
ues in a compact metric space or arrives from a set of
distributions that are tight. Further,
is an independent identically distributed (i.i.d.) sequence
and does not depend on for any .

• The expected gradient is locally Lipschitz.

Under these conditions, the theorem results from [8, Th. 2.1].
Remark 2: The theorem implies that the algorithm can be

made to track its associated ODE for as long and as closely
as required by employing a small enough learning parameter

. Although the theorem characterizes the long term behavior
of the algorithm, it does not guarantee the boundedness of
the solutions. For example, if the associated ODE were to
have a unique stable equilibrium point corresponding to an
unbounded , the algorithm could exhibit unbounded behav-
ior. Unbounded solutions could result, for example, when a
certain output combination needs to occur with probability
one or zero for some input combination; this can only happen
if some or all of the weights go unbounded.

III. GLOBAL BOLTZMANN PERCEPTRON

NETWORK (GBPN) ALGORITHM

In practical situations, it is meaningless to allow unbounded
solutions, and a globally optimal solution obtainable within
certain bounds on parameters is of interest. This poses two ad-
ditional requirements. The first is to obtain bounded solutions.
The second is to obtain the best possible set of parameters
with boundedness as a constraint. With this in mind, the local
algorithm (4) is modified to form a global algorithm called
the GBPN algorithm in this section. The modification is based
on some ideas employed in [9] for obtaining globally optimal
solutions in a reinforcement learning set up using general-
ized learning automata and parameterized learning automata.
However, the problems considered in [9] involve selection of
actions which affect the response of the environment, unlike
the present situation where the output of the network does not
affect the environment.

The GBPN algorithm is now given for the weight
that connects theth unit of the th layer with the th
unit of the th layer. The first update term, as in (4), is the
backpropagation term

(10)

where is computed using (2) and (3), .
The function of the remaining terms is described below.

1) Bounding Term:The first extra update term aims to
bound the weights in , for some . It may not be
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possible to achieve this strictly. It is sufficient if the weights
can be bounded in a larger compact set. For the weight,
the update term for bounding is given by , where
the function is defined as

(11)

In (11), is the threshold beyond which penalty is
applied, is the weight to the penalty term, and
is a positive integer that determines the severity of the penalty
(the penalty function is steeper for large).

2) Perturbation Term:The second extra update term is a
random term that facilitates the exploration of the search
space. Use of , the square root of the learning parameter

, is based on constant heat-bath algorithms where such a
perturbation leads to convergence analysis through a related
stochastic differential equation (SDE) and enables convergence
of the Kullback–Leibler measure to the global optimum in
an expected sense. Unlike simulated annealing, the random
term does not tend to zero; adaptation to time varying en-
vironments is hence possible. For each weight , the
term is added, where,
is a sequence of i.i.d. random variables with zero mean and
variance , which is a small positive value specified by the
user. The variance could also start at a large value and
reduce to a low fixed value after a finite number of steps.

The goal of the algorithm is to find the best possible solu-
tion within a compact set, without violation of boundedness
constraints. Further, if the global minimum of is within the
bounded set , the algorithm should be able to locate it.

A. Analysis

It is shown that the long term behavior of the GBPN
algorithm (10) can be approximated by that of a SDE.

For each , (10) generates a Markov process
. Define continuous time interpolations of

this process by

if

The following theorem connects the interpolated process with
its associated SDE (which is defined in the theorem).

Theorem 2: The sequence of interpolated processes
converges weakly as to , where

satisfies the Langevin equation

(12)

where

and is the standard Brownian motion of the appropriate
dimension. The invariant probability measure of this equation
is concentrated around the global optimum of [10].
Further, all the points where attains its global maximum
lie in a bounded set.

Proof: The following conditions are satisfied by the
algorithm.

• is a Markov
process.

• The observation vectors are i.i.d.
Further, they are independent of the internal state ,

.
• Rewrite the algorithm as

The function is bounded on every compact-set.
• Let be the expectation of over the I–O distri-

bution, for a given . Then, is locally Lipschitz.
• Since the components of the noise vector are inde-

pendent, by Donsker’s Theorem [11], converges as
, to the Wiener process with covariance .

With the above conditions satisfied the first part of the theorem
results from [12, Th. 5.7]. The second part of the Theorem
follows from Lemma 1 of [9].

As over , the above theorem
implies that the GBPN algorithm can be employed to find the
global minimum of . Simulation results are presented in the
following section to study the performance of this algorithm
over several problems.

Remark 3: Although the extra terms added in the GBPN
algorithm (10) are based on the idea proposed in [9], the
problem set up is one of supervised learning here as against
that of reinforcement learing in [9]. However, it may be
noted that because of overlapping regions in the feature
space, supervised learning at the I–O level gets transformed to
reinforcement learning at the level of weight adjustment. More
generally, the present approach enables the solution of pattern
classification problems characterized by an error probability
associated with the label provided by the teacher [14].

IV. SIMULATION STUDIES

This section presents simulation studies for the proposed
GBPN procedure for learning conditional distributions.

A. Mixture Density Problems

The problems considered in this section involve signals
generated from a mixture of preclassified densities and the
requirement is to learn the class distributions. Although the
proposed method is applicable to any conditional distribution
learning problem, the studies concentrate on mixture den-
sity situations because of their practical relevance. Further,
although the method is applicable to mixtures of arbitrary dis-
tributions, Gaussian mixtures which are overwhelmingly dealt
with in the literature, are specifically addressed. The emphasis
throughout is on the global minimization of Kullback–Leibler
measure. The problem of learning class distributions from a
mixture of densities is now described.

The environment consists of sources , .
The parameters required to completely specify theth source
are denoted by the vector and the th density function,
by an abuse of notation, indicated by . Note that
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Fig. 2. Density and desired output classification plots for 2 and 4 Gaussian problems, the solid lines in (a) and (c) indicate Class 1 while the dashed lines
indicate Class 0. Probability of Class being 1, given inputx for 2 and 4 Gaussian problems is plotted in (b) and (d), respectively.

depending on the nature of the distribution, the dimension of
could be different. The underlying assumption is that the

density function exists and is well defined. For example, if
the th source is Gaussian with mean and covariance ,

and the density can also be denoted by
.

At each instant , source is selected by the environ-
ment with probability independently. Thus ,

and . Note that the nature of the
sources, as well as the probabilities of selecting any of them,
is unknown to the learning system. Source is associated
with the parameter vector and a class label . Having
selected source, the environment selects a random variable

generated from . The I–O sample given to GBPN
by the environment is , where is the class label of
source . Although it is sufficient that the number of classes
is smaller than or equal to the number of sources, the problems
considered here are two class problems with , .
The networks considered have several hidden nodes and one
output node, whose output, given an inputand the network
weights is . This is thea posteriori probability
that a source belonging to class 1 has generated the input to
the network. The actual value of this quantity, denoted by

Pr , is given below

The requirement is to learn a weight set that minimizes

where is the Kullback–Leibler measure for the two class
problem and the integration is over the domain of possible
inputs. In other words, the objective is to find a such
that approximates over possible , with more
emphasis on high probability regions.

Two classes of problems are considered. The first class in-
volves inputs taking values in and generated from a mixture
of Gaussians. The second class involves inputs generated from
a subset of from a mixture of different densities. In all
the simulations conducted for the mixture density problems,
the following parameter values were used:

. All the parameters were held
constant during the simulations.

Example 1 has two Gaussians with mean and variance given
by (0.5, 1.0) and ( 0.5, 1.0), respectively. The densities are
plotted in Fig. 2(a). The sources are equiprobable and the
source corresponding to mean 0.5 belongs to class 1 [shown
by the solid line in Fig. 2(a)]. It can be verified that

is plotted as a function of in Fig. 2(b). A single node is
sufficient to learn this distribution. The weights are designated
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Fig. 3. Performance of GBPN for 2 and 4 Gaussian problems.

as and and the output of the node is the probability
that the given pattern has been emitted by the

source corresponding to class 1, given by

The problem was solved using the GBPN algorithm (10).
The Kullback–Leibler measure, averaged over ten runs, is
plotted in Fig. 3. It may be seen that decreases first to near
about zero and then slowly increases. If simulation is carried
further it will again decrease.

Example 2 comprises four Gaussian sources which are
equiprobable at every iteration. Their means and variances are
( 1.0, 0.4), (0.0, 0.2), (0.5, 0.2), and (1.0, 0.4), respectively.
The first and third source belong to class 0 while the other
two belong to class 1, as shown by the dashed and solid lines,
respectively, in Fig. 2(c). The required as a function
of the variable is shown in Fig. 2(d) and seen to be a
multimodal curve. The network comprises of a single input
node, four hidden nodes and a single output node. The results
with GBPN algorithm (10) are plotted in Fig. 3.

Example 3 comprises of a Gaussian source belonging to
class 1 whose density function is given by

where and , . The source
belonging to class 0 is uniform over . The

input vector is denoted by . , the probability
that sample belongs to class 1, is plotted in Fig. 4. Since
the input vector has two components there is a need to learn a
surface in three dimensions. The network comprises of two
input units, four units in the hidden layer and one output
unit. Fig. 5 shows the surface learned by this algorithm. It
is seen that except in the regions where the original surface

has low probabilities, good matching is obtained with
regard to the surface to be learned. This is due to the fact
that Kullback–Leibler measure places less emphasis on the
regions where the reference surface has small probabilities.
For classification purposes, it is sufficient that the classification

Fig. 4. Desired output surface for Gaussian on uniform background.

Fig. 5. Output surface learned by the system for Gaussian on uniform
background.

contours match closely near the decision surface. The contours
corresponding to 0.5 are plotted for the reference (solid)
and the learned surface (dotted) in Fig. 6. For this two-class
decision problem, the contours serve as Bayesian decision
surfaces. It is seen that the contours have a good match, thus
resulting in small errors in classification.

Example 4 also involves input vectors with two components.
The mixture in this case comprises of an exponential source
belonging to class 1 whose density function is given by

where , . The source belonging to class 0 is
uniform over . All the details of simulation for this
problem are similar to those of Example 3. The corresponding
decision contour is plotted in Fig. 7.

B. Iris Data Problem

In this case study, a simplified version of the iris data
[13] problem is considered. This is a three class (iris-setosa,
iris-versicolor, and iris-virginica) problem with four features.
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